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Abstract

The simplest method proposed by Spiegelhal-
ter and Lauritzen (1990) to perform quanti-

tative learning in ADG presents a potential
weakness: the local independence assump-

tion. We propose to alleviate this prob-
lem through the use of Hierarchical Partition
Models. Our approach is compared with the
previous one from an interpretative and pre-
dictive point of view.

1 INTRODUCTION

Spiegelhalter and Lauritzen (1990) (S-L) proposed a
Bayesian model for Acyclic Directed Graphical Mod-
els (ADG) (also known as Bayesian Networks) that has
become somewhat standard in the burgeoning litera-
ture on learning discrete graphical models. The ba-
sic idea is to treat the conditional probabilities of the
random variables at each vertex in the graph as un-
knowns and associate a prior distribution on each one
(the conditioning in each case is on the random vari-
ables associated with the parent vertices in the graph).

The simplest approach of S-L introduces strong as-
sumptions on the unknown conditional probabilities in
order to estimate them. In particular, S-L introduce
the so-called local independence assumption (LIA),
which implies the absence of relationships among the
conditional probabilities related to the same node in
the graph. This assumption, though useful in per-
forming the computations of the parameters estimates,
does not always suitably represent the underlying
stochastic structure.

Our goal consists in relaxing the LIA through a
Bayesian Hierarchical Partition Model (HPM). This
approach, allowing a certain amount of dependence
among the conditional probabilities related to the
same node, should provide a more 
exible and e�ective

learning procedure than the one proposed by S-L.

Section 2 provides a motivation for relaxing the LIA.
Section 3 introduces the idea of Hierarchical Partition
Models. Section 4 and 5 compare the S-L approach
with the one proposed here.

2 THE LOCAL INDEPENDENCE

ASSUMPTION

In this Section we illustrate the meaning of the LIA

and try to demonstrate its inadequacy through a sim-
ple example. Consider the ADG shown in Figure 1.
There are three dichotomous variables: Tuberculosis
(T), Lung Cancer (L) and X-ray result (X), where T
and L assume the values: patient has the illness (T; L)
and patient does not have the illness ( �T ; �L); while X
assumes the values: X-ray indicates the presence of an
illness (X) and other ( �X).
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Figure 1: A simple example

Following the S-L approach, the parameters associated
with the node X are:

�X = fP (XjTL); P (XjT �L);

P (Xj �TL); P (Xj �T �L)g:

The LIA implies that the components of �X are a priori
independent, that is

P (XjTL) ?? P (XjT �L) ?? P (Xj �TL) ?? P (Xj �T �L)
(1)



A consequence of this assumption is imposing a pri-
ori that these parameters cannot have relationships
among each other. Also, this assumption does not al-
low the transfer of knowledge about one parameter to
another.

If we look carefully at the components of �X , at
least from an intuitive point of view, it seems that
P (XjTL), P (XjT �L) and P (Xj �TL) should be posi-
tively correlated (hence violating the independence as-
sumption), since the probabilities that the X-ray shows
the presence of an illness when a patient has tubercu-
losis or lung cancer or both should behave similarly
in all the three cases, under the assumption that the
X-ray reveals the presence of one of the two illnesses
with the same accuracy. So, in such contexts, the LIA
does not seem to be realistic. Also, in this speci�c
case, it is very unlikely to observe patients that have
both tuberculosis and lung cancer. Therefore if we as-
sume independence among the components of �X the
estimation of P (XjTL) is going to be poor. If, how-
ever we explicitly model the relationship between the
components of �X , then the estimation procedure can
borrow strength across these components and improve
the quality of the estimates of those components for
which there is a dearth of data.

3 HIERARCHICAL PARTITION

MODELS

The approach to quantitative learning in ADGs that
we propose relaxes the LIA through the use of
HPMs (Malec and Sedransk, 1992 and Consonni and
Veronese, 1995). HPMs facilitate the consideration of
patterns of dependency among the parameters related
to the same node of an ADG. These patterns are de-
scribed by the concept of partition.

Referring to the example introduced in the previous
section, the idea is the following. The parameter
�X = f�ig, for i 2 f1; � � � ; Ig, consists of I = 4 ele-
ments (one for each of the possible con�guration of the
parents). Consider a partition g of the set f1; � � � ; Ig
whose subsets are denoted by S1; � � � ; Sd. We will as-
sume that only the �i belonging to the same partition
subset Sk are exchangeable, whereas the �i relative to
di�erent subsets are taken independent.

Conditionally on a partition g, a prior on the compo-
nents of �X , that satis�es the assumption made above,
can be speci�ed in the following way. For i 2 Sk,

�ij�k; g iid � Beta(qk�k; qk(1 � �k)) (2)

where qk is a known positive constant, and

�kjg � Beta(rkmk; rk(1�mk)) (3)

where 0 < mk < 1 and rk > 0 are both known.

Hence for k 6= k0 we have �ij�k; g ?? �i0 j�k0; g when
i 2 Sk and i0 2 Sk0 , and �k ?? �k0. In this way, de-
pending on which partition g is considered, a certain
amount of dependence is allowed among those parame-
ters belonging to the same subset Sk. This prior allows
a high degree of generality and includes many di�erent
situations depending on which partition we are condi-
tioning. In fact, it ranges from the case of complete
independence (the one proposed by S-L) to that of
complete exchangeability.

Concerning the speci�cation of the parameters qk;mk

and rk, we will make the following simplifying assump-
tions. The �k's will be considered independent and
identically distributed (iid) uniform on (0; 1), that is
mk = m = 1

2
and rk = r = 2 for every k. Also qk = q

for every k. This setting will make easier the compar-
ison of the S-L approach with ours.

Given the prior distribution on the parameters �X
above and the likelihood, that is given by the prod-
uct of four independent Bin(ni; �i), where ni repre-
sents the number of cases with parent con�guration i,
we can now provide a posterior estimate for the �X 's.
For example, the approximate posterior mean for the
parameter �i is given by

E(�ijdata; g) = biE(�kjdata) + (1� bi)�̂i (4)

where bi =
qk

(qk+ni)
and �̂i =

xi
ni
, where xi represents

the number of cases with positive X-rays correspond-
ing to parent con�guration i.

The estimate of �i provided by (4) is conditional on
a given partition g, but, clearly, there are several par-
titions. We proceed by placing a prior distribution
on the competing g's which in turn determines a pos-
terior distribution that incorporates all the available
information about G = fgg,

P (G = gjdata) / P (G = g)p(datajg): (5)

Once the P (G = gjdata) has been determined we can
make inference on the �i's either by conditioning on
the most likely partition g or by averaging across the
partitions:

E(�ijdata) =
X

g

E(�ijdata; g)P (G = gjdata): (6)

The advantages of our approach are the following.



Firstly, the increase in generality and 
exibility intrin-
sic in HPMs should make the learning machinery more
e�ective. For example, information garnered about a
particular parameter can be transferred to another pa-
rameter belonging to the same partition subset (\bor-
rowing strength"). Secondly, the identi�cation of the
most likely partition might improve the interpretabil-
ity of the relationships among the parameters.

The main problem related to the use of HPM is that
when the number of parameters is large the number
of possible partitions becomes huge quickly. There-
fore, when it is not practical to list all the possible
partitions, we use a Metropolis-Hastings algorithm to
approximate P (G = gjdata). The algorithm is similar
to that proposed by Painter (1994) and is described
by the following steps.

Given a partition g of I elements

� sample an i from f1; � � � ; Ig,

� sample a subset Sk from g,

� check if i 2 Sk:

{ if yes ) move i alone

{ if no ) migrate i in Sk

the new proposed partition g0 is accepted with ac-

ceptance probability �(g; g0) = minf1; p(g
0
jx)p(gjg0)

p(gjx)p(g0jg)
g

where p(gjg0)

p(g0jg)
= d(g)

d(g0)
(d(g) is the degree of the parti-

tion g). The nice property of this algorithm is that the
proposal distribution p(g0jg) can be easily computed.

We could have obtained estimates for the parameters
�ijg's and an approximation for P (G = gjdata) using
Reversible jump Markov chain Monte Carlo (Green,
1995). The use of a Monte Carlo method is not nec-
essary for estimating the �ijg's though, since we have
an analytical approximation for the posterior expec-
tation of the �ijg's. Concerning the determination of
P (G = gjdata), the MCMC algorithm we use is very
similar to the Reversible jump Markov chain Monte
Carlo, but much simpler from an implementationpoint
of view.

4 FLORIDA MURDERERS

In this Section we analyze one of the possible ADG's
associated with the Florida Murderers data (Range
(1978)). In this dataset there are three dichotomous
variables: Race of Murderer (M ), Race of Victim (V )
and Sentence (S), where M and V assumes the values:
black (M;V ) and white ( �M; �V ), while S assumes the
values death (S) and other ( �S).

After giving some details on the priors assigned on the
parameters related to the ADG shown in Figure 2, we
compute the posterior distribution of the 15 possible
partitions (note that, since the number of partitions is
small, we do not need to use the MCMC algorithm),
and then compare the S-L and HPM approach from a
predictive point of view.
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Figure 2: Florida Murderers
ADG

We focus only on the node S - the other parameters
are estimated in a similar manner;

�S = fP (SjVM ); P (SjV �M );

P (Sj�VM ); P (Sj�V �M )g = f�ig

for i 2 f1; 2; 3; 4g. To implement the S-L approach we
assume the �i's a priori iid uniform on (0; 1); while, for
the HPM approach, we assign the prior introduced in
the previous section. We also assume a priori that all
15 partitions are equally likely.

Table 1 shows the partitions with highest posterior
probability for di�erent values of q. When q is set equal
to 300, the most likely partition is g = f(1; 2)(3)(4)g,
where with the previous notation we mean that the
parameters �1 and �2 belong to the same subset S1 of
g, while �3 and �4 belong to the subsets S2 and S3 re-
spectively. For q = 300, also the partition f(1; 2; 4)(3)g
is very likely. When bigger values of q are considered
the partition f(1; 2)(3)(4)g becomes the most likely.
The most likely partition allows us to interpret the re-
lationships among the parameters related to the node
S in the following way: when the race of the victim
is black, the race of the murderer does not matter in
determining the proportion of murderers sentenced to
death, the same is not true when the race of the victim
is white.

Table 1: Most likely partitions

Partitions posterior probability
q 300 500 1000

f(1, 2, 4) (3)g .4442 .1456 .0065
f(1, 2) (3) (4)g .4710 .7602 .9018

To compare the predictive performance of the two ap-



proaches, we randomly split the dataset in two sub-
sets: the training set, containing 25% of the data and
the test set, containing the remaining 75%. Hence we
measure the predictive performance through the loga-
rithmic scoring rule.

Table 2 shows the results. For the HPM approach,
we considered two di�erent values of q: 300 and 1000.
The HPM approach seems to provide an improvement
over the standard S-L approach, in fact the logarith-
mic score is smaller in both cases. For q = 300 the
improvement is � = 2:186, meaning an improvement
per observation of 100 � (exp(�=3573) � 1) = :06%,
for a test set size ntest = 3573. For q = 1000, the
improvement is � = 5:533, hence an improvement per
observation of 100� (exp(�=3573)� 1) = :15%.

Table 2: Comparison of the predictive performance

Method Log score
S-L -3857.524

HPM (q = 300) -3855.338
HPM (q = 1000) -3851.991

5 WOMEN AND MATHEMATICS

In this Section we analyze the Women and Mathemat-
ics (WM) dataset using two di�erent models: the �rst
is one of the models selected by Madigan and Raftery
(1994), the second one, while sensible, has been chosen
mainly to illustrate the feasibility of the computations
when the number of parameters to estimate is large.

In analogy with the previous Section, we estimate the
parameters related to the two considered ADG's using
S-L and HPM approach.

The WM dataset (see Upton, 1991 for a description)
consists of six binary variables: A lecture attendance:
attended ( �A) - did not attend (A); B sex: female ( �B)
- male (B); C school type: suburban ( �C) - urban (C);
D \I'll need mathematics in future work": agree ( �D) -
disagree (D); E subject preference: math/science ( �E)
- liberal arts (E); F future plans: college ( �F ) - job
(F ).

5.1 MODEL 1

The priors assigned on the parameters related to the
model 1 (see Figure 3) and to the set of the possible
partitions are the same used in the previous section.

We focus on the parameters associated with the nodes
D and F , the parameters associated with the other
nodes are estimated in a similar manner.
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Figure 3: Model 1

�D = fP (Dj �B �E); P (DjB �E);

P (Dj �BE); P (DjBE)g = f�ig

�F = fP (F j �C �D); P (F jC �D);

P (F j �CD); P (F jCD)g = f�ig

for i 2 f1; 2; 3; 4g.

Table 3 reports the partitions of the parameters related
to node D and F with higher posterior probability, for
di�erent values of q.

Table 3: Most likely partitions associated with node
D and F

Node D: partitions posterior probability
q 300 500 1000

f(1, 4)(2)(3)g .1517 .1363 .1130
f(1)(2)(3, 4)g .4806 .5502 .5906
f(1)(2)(3)(4)g .1761 .2188 .2598

Node F : partitions posterior probability
f(1, 3, 4)(2)g .2842 .2210 .1599
f(1, 3)(2)(4)g .3511 .4126 .4742
f(1, 4)(2)(3)g .2333 .2363 .2271

Concerning node D, for q = 300, the most likely
partition is f(1)(2)(3; 4)g, even though the parti-
tions f(1; 4)(2)(3)g and f(1)(2)(3)(4)g are fairly likely.
When the value of q increases partition f(1)(2)(3; 4)g
becomes more and more likely, showing the same pat-
tern observed in the previous section. From this anal-
ysis we �nd that assuming the parameters �3 and �4
independent a priori does not seem sensible. This �nd-
ing is interpretable as follows: when the students ex-
press preference for liberal arts, the sex of the students
does not matter in determining the proportion of stu-
dents that do not think they will need mathematics in
their future work, the same is not true if the students
express preference for math/science.

Concerning node F , there are three partitions that
cover almost 90% of the probability. As the value of
q increases, the partition f(1; 3)(2)(4)g becomes de�-
nitely the most likely. Again, the LIA does not seem to



be reasonable. On the contrary we can conclude that
for students coming from a suburban school, the fact
that they agree or not on the need of mathematics in
their future work does not matter in determining the
proportion of students that choose job as their future
plan. The same is not true if the students come from
an urban school.

5.2 MODEL 2

The choice of the second model (see Figure 4) follows
from considering D as response variable:

p(DjA;B;C;E; F ) = p(DjB;C;E; F ): (7)
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Figure 4: Model 2

We focus on the 16 parameters related to node D,
while inference on the other four parameters will be
conducted in a similar way;

�D = fP (DjB = b; C = c; E = e; F = f)g (8)

where b = B or �B and similarly for the remaining
variables. Concerning the choice of the prior distribu-
tion for the parameters �D , which we denote by �i's
for i = 1; : : : ; 16, and for the set of the partitions, we
apply the same setting used in the previous section.

In order to provide an estimate for the parameters
�i we use the MCMC algorithm introduced in Sec-
tion 2, since with 16 parameters there are more than
190; 000; 000 partitions. More precisely, the �i's are
estimated by their posterior expectation, obtained by
averaging across the partitions (see (6)).

Table 4: Parameter estimates obtained by S-L and
HPM methods

Parameters S-L HPM HPM HPM
q=150 q=300 q=500

�11 .818 .759 .760 .757
�15 .714 .683 .682 .681
�16 .666 .624 .622 .622

We ran the chain several times from di�erent start-
ing values and for di�erent values of q: 150, 300 and

500. The parameter estimates obtained with the HPM
approach for the three considered values of q show
a strong agreement, indicating that the procedure is
quite robust with respect to the value of the param-
eter q. Also, we observed a great similarity between
the HPM and the S-L estimates, except for a few pa-
rameters: �11; �15 and �16 shown in Table 4. The pa-
rameter �11, in comparison to the S-L approach, seems
to be underestimated by the HPM method. An expla-
nation for this result is given by the fact that many
of the most sampled partitions put the parameter �11
together with �15 or �16 or both. Since, the observed
frequencies related to �15 and �16 are smaller than that
related to �11, the estimate of �11 is pulled down to-
ward the subset average E(�kjdata) (see (4))).

We compare the S-L and HPM approach with respect
to their predictive performance. The results are shown
in Table 5. In general the HPM parameter estimates
provide a log score that is as good as the one provided
by the S-L estimates, if not better. More precisely, for
q = 300 the improvement in the predictive score using
the HPM estimates over the S-L approach is � = 1:605,
meaning that there is an improvement per observation
of 100� (exp(�=892)� 1) = :18%, given a test set size
ntest = 892. Essentially, the same conclusion holds
when q = 500.

Table 5: Comparison of the predictive performance

Method Log score
S-L -2763.996

HPM (q = 500) -2762.376
HPM (q = 300) -2762.391

6 CONCLUSIONS

The method that we propose to perform quantitative
learning in ADG seems to overcome the weaknesses
of the existing method (S-L approach). In fact, the
identi�cation of the most likely partition often helps in
understanding the stochastic structure governing the
parameters related to the same node and at the same
time improves the interpretation of the problem itself.
Also, the HPM seems to perform modestly better than
the S-L approach from a predictive point of view.

We would like to stress that the complexity of our
approach mainly grows with the number of the par-
ents of a node, and not with the number of the nodes
in an ADG, since computations are performed locally.
In principle, MCMC can handle arbitrarily large ap-
plications, although we anticipate that the numerical
problems may become intractable.

Future research should extend the HPM procedure to



the case of incomplete data and develop an algorithm
for simultaneously searching in the graphical model
space, missing data space and partition space in or-
der to exploit the predictive improvement achieved by
averaging across the models and the partitions.
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