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Abstract

We analyze the multi-view regression problem where we hawetewsX = (X®, X @) of the input data and
atarget variabl¢y of interest. We provide sufficient conditions under whichea@ reduce the dimensionality »f
(via a projection) without loosing predictive power¥f Crucially, this projection can be computed via a Canonical
Correlation Analysis only on the unlabeled data. The atboric template is as follows: with unlabeled data, perform
CCA and construct a certain projection; with the labelecddo least squares regression in this lower dimensional
space. We show how, under certain natural assumptionsuthber of labeled samples could be significantly reduced
(in comparison to the single view setting) — in particulag show how this dimensionality reduction does not loose
predictive power off (thus it only introduces little bias but could drasticalgduce the variance).

We explore two separate assumptions under which this islpessrd show how, under either assumption alone,
dimensionality reduction could reduce the labeled sampieptexity. The two assumptions we consider aa-
ditional independencassumption and eedundancyassumption. The typical conditional independence assampt
is that conditioned o the viewsX® andX® are independent — we relax this assumption to be conditioned
some hidden statel the viewsX® andX @ are independent. Under the redundancy assumption, we hatne
best predictor from each view is roughly as good as the besligior using both views.

1 Introduction

In recent years, the “multi-view” approach has been rengivmcreasing attention as a paradigm for semi-supervised
learning. In the two view setting, there are views (somesinea rather abstract senS€f1 and X of the data,
which co-occur, and there is a target variableof interest. The setting is one where it is easy to obtainhei&d
sampleg X @, X @) put the labeled sampléX M, X Y ) are more scarce. The goal is to implicitly learn about
the targety via the relationship betweed ™ andX @,

We work in a setting where we have a joint distribution o2&, X @Y ), where allX ® andX @ are vectors
(of arbitrarily large dimension) and € R.

This work focuses on the underlying assumptions in the avidtiv setting and provides an algorithm which
exploits these assumptions. \&eparatelyconsider two natural assumptions, a conditional indepecelassumption
and a redundancy assumption. Our work here builds upon thk woAndo and Zhang [2007] and Kakade and
Foster [2007], summarizing the close connections betwaewo.

Ando and Zhang [2007] provide an analysis under only a cawgit independence assumption — wha¢é&b
andX® are conditionally independent &f (in a multi-class setting, whene is one ofk outcomes). The common
criticism of these conditional independence assumptidingsit is far too stringent to assume th&f? andX® are
independent just conditioned on a the rather low dimensitamget variableY . We relax this assumption by only
requiring thatX M, X @ andY all be independent conditioned on some hidden $tatRoughly speaking, we think
of H as being the augmented information required to méke, X andY conditionally independent.

The other assumption we consider (and we consider it segpafedm the previous one) is based on redundancy,
as in Kakade and Foster [2007]. Here, we assume that theitest predictor from each view is roughly as good as



the best linear predictor based on both views. This assomfgiweak in the sense that it only requires, on average,
for the optimal linear predictors from each view to agree.

There are many natural applications for which either of¢hesderlying assumptions are applicable. For example,
consider a setting where it is easy to obtain pictures ofatbjom different camera angles and say our supervised
task is one of object recognition. Here, the first assumgtimds, and, intuitively, we can think of unlabeled data as
providing examples of viewpoint invariance. If there is razloision, then we expect our second assumption to hold as
well. One can even consider multi-modal views, with one Mi@ing a video stream and the other an audio stream, and
the task might be to identify properties of the speaker (eegognition) — here conditioned on the speaker identity,
the views may be uncorrelated. In NLP, an example would beraghdocument corpus, consisting of a document
and its translation into another language, and the suphtésk could be understanding some high level property of
the document (here both assumptions may hold). The matiyattample in Blum and Mitchell [1998] is a webpage
classification task, where one view was the text in the padafaother was the hyperlink structure.

It turns out that undeeither assumption, Canonical Correlation Analysis (CCA) progidedimensionality re-
duction method, appropriate for use in a regression algoriisee Hardoon et al. [2004] for a review of CCA with
applications to machine learning). In particular, the seapervised algorithm is:

1. Using unlabeled datg X ®, X )1 perform a CCA.

2. Construct a projectioH that projectg X M, X ) to the most correlated lower dimensional subspace
(as specified in Theorems 3 and 5).

3. With a labeled datas¢tX ®, X @, Y)}, do a least squares regression (with MLE estimates) in this
lower dimensional subspace, i.e. regréswith (ITX®, T1X @),

Algorithm 1: Regression in a CCA Subspace

Our main results show that (under either assumption) we litike predictive information by using this lower
dimensional CCA subspace — the gain is that our regressaiigm has a lower sample complexity due to the lower
dimension.

1.1 Related Work

Both of these assumptions have been considered togethes gottraining framework of Blum and Mitchell [1998]
(in a rather strong sense).

In Ando and Zhang [2007], the conditional independenceraption was with respect to a multi-class setting,
whereY is discrete, i.eY € [K]. In our generalization, we lét be real valued and we relax the assumption in that
we need only independence with respect to some hidden &atgroof is similar in spirit to that in Ando and Zhang
[2007].

The redundancy assumption we consider here is from Kakadd-aster [2007], where two algorithms were
proposed: one based on “shrinkage” (a form of regularindtimd one based on dimensionality reduction. The results
were stronger for the shrinkage based algorithm. Here, we shat the dimensionality reduction based algorithm
works just as well as the proposed “shrinkage” algorithm.

2 Multi-View Assumptions

All vectors in our setting are column vectors. We slightlyiaé notation and writeX (1, X ), which really denotes
the column vector oK () concatenated witbk ).
Recall the definition of th&?, the coefficient of determination, betwe¥nandX. Let 3 - X be the best linear
prediction ofY with X. Recall that:
R% y := correlatiorp - X,Y )?



In the Wordst(,X is the proportion of variability irY that is accounted for by the best linear prediction vithi.e.

loss(B)

Ry =1-—
> var(Y )

where loss is the square loss.

2.1 Independence and Predictability of Hidden States

First, let us present the definition of a hidden stiate Intuitively, we think of hidden states as those which imply
certain independence properties with respect to our obdeandom variables.

Definition We say that a random vectbt is ahidden statdor XD, X (@ andY if, conditioned orH, we have that
XM XA andyY are all uncorrelated.

Note there always exits ad which satisfies this uncorrelated property. We bhys alinear hidden statéf we
also have thak[X W |H], EX @|H], andE[Y |H] are linear inH.

Instead of dealing with independence with respedt twhich is typically far too stringent), our assumption will
be with respect t¢H, which always exists. Also note that the above definitiory@abjuires uncorrelatedness rather
than independence.

Assumption 1. (Hidden State Predictability) Let H be a linear hidden state such that bot() and X® are
non-trivially predictive ofH. More precisely, assume that for all directiowse R4MH):

2 2
Rx®wn =0 R wn =0

Intuitively, this multi-view assumption is that bot® andX @ are informative of the hidden state. However,
they need not be good predictors.

2.2 Redundancy
The other assumption we consider is one based on redundancy.

Assumption 2. (zRedundancy) Assume that the best linear predictor from each view is rtyugb good as the best
linear predictor based on both views. More precisely, weehav

R?((l),y > R§<,Y -
Rf((z),y > R§<,Y -
Note this equivalent to:

losqB1) — losgB) < Ldar(Y )
losqB2) — losgB) < Kdar(Y )

wheres, B> andp are the best linear predictors witk®, X and X, respectively. This is the form of the
assumption stated in Kakade and Foster [2007].

3 CCA and Projections

We say tha{U; }; and{V;}; are canonical coordinate systems ¥f" andX @ if they are an orthonormal basis for
each view and they satisfy -
Ai ifi=]

correlatiorQUi-X(l)'Vj'X(z)): 0 else



CCA finds such a basis (which always exists). Without losseofegality, assume that:
I1>AM>NA>A3....>0

We refer toU; andV; as thei-th canonical directions amg as thei-th canonical value.
LetIIcca be the projection operator which projects into the CCA sabsp, which arstrictly correlated. More
precisely, define the strictly correlated subspaces as

U = spart{U; : Aj > 0}i), V =spari{Vi : Aj > 0};). (1)

Define TlccaX ) andTlccaX @ to be thg-prejection (using Euclidean distancepdf? and X? into ¢/ and V,
respectively. In particuladlccaX® = i, >0(X - Ui)Ui. These projection operators take each view into the
subspace that is strictly correlated with the other view.

Now let us defindI, as the projection which takes vectors into the subspacehwtas a correlation (to the other
view) no less thai. More precisely, define:

U = sparf{Ui : Ai > A}i), Va =spart{Vi : Ai > A}i).

Similarly, let TIaX® andIIxX® be the projection (using Euclidean distanceD&f and X @ into 14 and Vs,
respectively. This projectiol, is useful since sometimes we deal with subspaces that dieiently correlated (to
the tune ofA).

4 Dimensionality Reduction Under Conditional Independene

We now present our main theorems, under our Hidden StateécBabiity Assumption. These theorems shows that
after dimensionality reduction (via CCA), we have not losy @redictive power of our target variable. Results in
this section also apply to the auxiliary problem-based weth Ando and Zhang [2007] that finds the same subspace
as that of CCA in the idealized case considered here. Howéwverbehavior of these methods may be different
when noise is present. Since our theory does not claim wkitketter when assumptions in this section only holds
approximately, for comparison purposes, experiments ati@e7 include both methods.

Theorem 3. Suppose that Assumption 1 holds and that the dimensidth isfk. ThenIlcca is projection into a
subspace of dimension precis&land the following three statements hold:

1. This best linear predictor of with X is equal to the best linear predictor ®f with IIccaX ®.
2. This best linear predictor of with X (@ is equal to the best linear predictor ¥f with ITccaX 2.

3. This best linear predictor of with (X® X ®) is equal to the best linear predictor &f with TIccaX =
(IlceaX @, HecaX @),

where the best linear predictor is measured with respedtécstjuare loss.

This lemma shows that we need only concern ourselves vkthienensional regression problem, after GEA
projection, and we have not lost any predictive power. Nio&t the prediction error in each of these cases netde
the same. In particular, with both views, one could potdigt@btain significantly lower error.

In addition to direct CCA reduction, one may derive a simisult using bilinear functions & ® andX @, Let
d1 be the dimension aK ™ andd, be the dimension oK ?. We define the tensor produet® o X @ as the vector

XIPXP; 5 € Rz,

Theorem 4. Suppose that Assumption 1 holds and that the dimensibhisk. LetZ = X o X, Then the best
linear predictor ofY with Z is equal to the best linear predictor ¥f with the followingk? projected variables

whereU; € U andV; € V are CCA basis vectors for the two views respectively, as etkfim Equation 1 (so
i,j=1,...,k).



Figure 1: Two View Conditional Independence Model

Note thatEZZ & EX DX ® " AndEX @ X @ “can be computed from unlabeled data. Therefore Theorem 4
says that we can computé# dimensional subspace that contains the best linear poedising the tensor product of
the two views. If the representation for each view contaiosraplete basis for functions defined on the corresponding
view, then the tensor product gives a complete basis fottiumethat depend on both views. In such a case, Theorem 4
implies consistency. That is, the optimal predictor ugg®, X @] is equal to the best linear predictor with tke
projections given by the theorem. Section 4.1 contains txaomples, showing that for some models, Theorem 3 is
sufficient, while for other models, it is necessary to apghedrem 4.

4.1 Examples: Hidden State Prediction Models

We consider two concrete conditional independence prdibabiodels where CCA can be applied. The general
graphical model representation is given in Figure 1, whishlies thatP (X, X @ |H) = P (XD |H)P (X@|H).

Let us also assume th#tis a contained irH (e.g. sayY is the first coordinatéd;). The first model is a two view
Gaussian model, similar to that of Bach and Jordan [200%],the second is a discrete model, similar to Ando and
Zhang [2007]. The optimal predictor &f (using both views) is linear in the first model, and thus theAGC&duction

in Theorem 3 is sufficient. In the second model, the optimedifmtor ofY is linear in the tensor product o™ and

X @ and thus Theorem 4 is needed.

4.1.1 Two view Gaussian model

We consider the following model, similar to Bach and Jord200B], but with a more general Gaussian priotén

PXOH) =NWEH S (C& {1,2}),
P (H) =N (Mo, ¥o),

wherepp, WandX —are unknowns.

SinceE[X (P|H] = W EH' (C& {1,2}), the result of Section 4 can be applied. In this model, weehav
1 1
M x@ 1 m 1% (0 ! 1
P(HIX®, X scoxp L X W SO W) - L) S )
=1

which is Gaussian itH. Moreover, the optimal prediction ¢fl based on(X®, X @) is the conditional posterior
meanE[H | X1, X @], which is clearly linear ifX®, X ). Therefore Theorem 3 implies that the Bayes optimal
prediction rule is a linear predictor wittk dimensional CCA projections o () andX (@, Importantly, note that we
do not have to estimate the model parametérs> ;ando, which could rather high dimensional quantities.



4.1.2 Two view discrete probability model

We consider the following model, which is a simplified casé\aflo and Zhang [2007]. Each viex(?'represents

a discrete observation in a finite $etywhere|Qdy= d(where[E {1,2}). We may encode each view asig,
dimensional 0-1 valued indicator vectot(? e {0, 1}9, where only one component has value 1 (which indicates the
index of the value if2Heing observed), and the others have values 0. Similadynas the hidden state varialthe

is discrete and takes on onelofalues, and we represent this by a lenigthinary vector (with the-th entry beingl

iff H = a). Each hidden state induces a probability distributiorr é¥efor view [That is, the conditional probability
model is given by

P(IXOli=1H) = WiHi (& {1,2}).

i.e. each rowa of Wis the probability vector foiX (? conditioned on the underlying discrete hidden state being
a. Hence,E[X(P|H] = W/5H! soH is a linear hidden state. Moreover, since the two views aserele, the
vector (XM, X @) is uniquely identified withX® o X ¢ R%>d2 that contains only one nonzero component,
and any arbitrary function ofX®, X @) is trivially a linear function ofX® o X This means that Theorem 4
can be applied to reduce the overall dimensiokand that the Bayes optimal predictor is linear in this reduce
k? dimensional space. Moreover, in this case, it can be shoatrthie reduced dimensions are given by the tensor
products of the CCA basis for the two views.

5 Dimensionality Reduction Under Redundancy

In this Section, we assume thétis a scalar. We also use the projectidr, which projects to the subspace which
has correlation at leadt (recall the definition ofll, from Section 3). Results in this section apply to CCA but do
not apply to the auxiliary problem-based method in Ando ahdri) [2007]. The follow theorem shows that using
XD instead ofX M for linear prediction doesot significantly degrade performance.

Theorem 5. Suppose that Assumption 2 holds (recélls defined in this Assumption) and that € R. For all
0 <A <1, we have that:

4[]
1—A
4[]
2 2
Rhx@y 2 Rxey =T

2 2
Raxoy 2Ry —

Note that this implies that the$®*'s are also close t&R% .

Clearly, if we chose\ = % then our loss in error (compared to the best linear premitis at moss8 [ However,
we now only have to deal with estimation in the subspace sghby {U; : Aj > %}i, a potentially much lower
dimensional space. In fact, the following corollary bouttts dimension of this space in terms of the spectrum.

Corollary 6. Assume that we chooge= % Letd be the dimension of the space thé{ projects to, i.e.d is the
number ofi such that\; > % For all a > 0, we have:
1
d<2% A
i
In particular, this implies that: 1 1
d<2 MNandd<4 A
i i
Note that unlike the previous setting, this spectrum neddwer have a finite number of nonzero entries, so we
may require a larger power ofto make the sum finite.



Proof. Using that\; > , we have:

a1l 1 ¥ 1

d= 1= )\—;gza AP <20 2\
i=1 i=1"1 i=1 i=1
where the second to last step follows from the fact jat A by definition ofd. O
6 Proofs
Let us denote:
Yy = E[x(l)(x(l))l—]——l
Yo = EX®X@)H?
Y, = EX®(X®@)H]
Y = EHHY!
Yin = EX®HH!
Yon = EX®OHYH!
Yiy = EX®yH!
Yoy = EX®y !

andX 5= Y1, Sy = X5 ete.
Without loss of generality, we assume that we have the fafigwsotropic conditions:

Y11 = ldentity, 32, = Identity, ¥y = Identity, var(Y ) = 1

This is without loss of generality as our algorithm does nakenuse of any particular coordinate system (the algorithm
is only concerned with the subspaces themselves). Thiselodicoordinate system eases the notational burden in our
proofs. Furthermore, note that we can still h&yg=Y in this coordinate system.

Under these conditions, CCA corresponds to an SVRpf Let the SVD decomposition &f;, be:

Y1, =UDV !
whereU andV are orthogonal anB is diagonal. Let
D =diagAg, Az, .. .)
Without loss of generality, assume that the SVD is ordereti soat:
AM>A >N
Here, the column vectors &f andV form the CCA basis, and note that for a colulnof U andVj of V

Ai ifi=]

E[(Ui - X®)(vj - XP)] = 0 else

)

which implies that
0<Ai <1

since we are working in the coordinate system whék® andX @ are isotropic.



6.1 Proof of Theorem 3

Throughout this subsection, we Bf - X1 be the best linear prediction &f with X® (that which minimizes the
square loss), leB, - X be the best linear prediction &1 with X®, and let - (X®, X @) be the best linear
prediction ofH with both (X ™), X @),

With the aforementioned isotropic conditions:

Br=Z1n, B2 = Z1n, B = (EXX HMEXH T (3

which follows directly from the least squares solution. &ltitatE[X X 5% not diagonal.

Our proof consists of showing that the best linear prediadidH with X is equal to the best linear predictiontdf
with TIccaX. This implies that the best linear predictionYofwith X is equal to the best linear predictionYbfwith
TlccaX, by the following argument. Sindg[Y |H] is linear inH (by assumption), we can do a linear transformation
of H such thatE[Y |H] = H; (whereH; is the first coordinate o). By Assumption 1, it is follows that for all
Be RAMO)

E(Y —B-X)2=E(Y —H1)?2 +E(H; — B - X)?.

Hence, our proof need only be concerned with the linear ptiedi of H.
The following lemma shows the imposed structure on the ¢amae matrix> 1, for any linear hidden state.

Lemma 7. If H is a linear hidden state, then we have that:
Y12 = YanYH2
which implies that the rank df;, is at mosik.
Proof. By the linear mean assumption we have that:
EXDIH] = 214 H
EX®@|H] = 24 H

which follows from the fact thatiy H is the least squares predictionXf? with H (and this least squares prediction
is the expectation, by assumption).
Recall, we are working witlid in an isotropic coordinate system. Hence,

Y = EX®X@)H]
= En[EX®(X®)HH]]
= En[EXPHIE[(X®) H]]
= En[ZinHH N,
= YinXH2

which completes the proof. O
Now we are ready to complete the proof of Theorem 3.

Proof. Now Assumption 1 implies that bothiy andX, are rankk. This implies thatli, is also rankk by the
previous lemma. Hence, we have the equality

Y1n = 212(Bh2) !
(where the inverse is the pseudo-inverse). Now, the optinedr predictofl; = 34, SO we have

Br=Y12(Zh2) 7 .



Hence,
By - XD

(L2r) 1821 XD
(Zon) "1V DU EXD
= (Zon) VDU HiteaX®
= PBillccaX®.
The second to last step follows due to ti =XV = DU HitcaX® (sinceA; = 0 for all directions in which
Ilcca does not project to). This completes the proof of the firsticl@and the proof of the second claim is analogous.

Now we prove the third claim. LeB be the weights for the best linear prediction tdf with TlccaX :=
(MceaX @, TccaX @), The optimality (derivative) conditions dhimply that:

E[(H — B "ftca - X)(TeeaX) G0 (4)

If we show that: .

E[(H — B "itca - X)X L0
then this proves the result (as the derivative conditiongfobeing optimal are satisfied). To prove the above, it is
sufficient to show that, for all vectocs

E[(H — B "Htca - X)(a- X)] =0 (5)

Let us decompose asa = (U -+ U v+ V omwhereu is ind = sparf{U; : Ai > 0};) andu s inU/ —= spart{U; :
Ai = 0};). Clearlyu andu —are orthogonal. Similarly, defineandv —$ince

a-X=u-XD4+u—XD4v. XD 4y X

To prove Equation 5, it is sufficient to show that:

E[(H - 6 Mitea - X)(u- X(l))] =0 (6)
E[(H — B e - X)(v-X@)] =0 (7
and
E[(H — B "ibca - X)(ur=X®)] =0 (8)
E[(H — B "Heca- X)(v L -X@)] =0 9)

To prove Equation 6, simply note that- X = u - IIccaX® by construction oiu, so the result follows from
Equation 4. Equation 7 is proven identically.
Now we prove Equation 8. First note that:

E[MccaX® (u =X M) =0
by our isotropic assumption and singg-i5 orthogonal t@{. Also,

E[ccaX @ (u XM =0
from Equation 2 and by construction of—These two imply that:

E[HccaX (u—=XM)] =0
We also have that:
EHUu-XD) = EHX®D) 55—

YHiUr—

(Zon) 1Enur—
= 0

where we have used the full rank condition®13 in the second to last step. An identical arguments proveatau9.
This completes the proof. O



6.2 Proof of Theorem 4
The best linear predictor of with Z = X® o X @ is given byp -7, where

Br= argmﬁiﬂﬁ‘jz,\( BZ'-VY)?

That s,
BlZz =Z2T(EzZZ") Ezy (ZY). (10)
Now, for each index, j andZ;j = X(l)x(z) there eX|stso((1) [oé’ll), . ,G(l)] anda(z) [aj(’l), . .,a}ﬁi]

such that
EXPH =H %, EXPH]=H P

by assumption. Therefore, taking expectations @andy ,

E[Y Zij] =En E[Y XX 2 |H]
=En [E[Y [H] E[X|H] E[X{?|H]]
—Ew [E[Y [H] (H "af?)(H "of?)]

| S S |
nt @ 1) (2
—a? Qof? = Qapofnaf?,
a=1b=1

whereQ = En[Y HH TLetaD = [afY); anda(z) [a }?g]j,then

S - -
Ezy [ZY] = QapaR 0 a®.
a=1b=1

Since we are working with certain isotropic coordinate® (e beginning of Section 6), eaoﬁ1 is a linear

combination of the CCA basig; (i = 1,...,k) and eacm(z) is a linear combination of the CCA basi§ (j =
., k). Therefore we can fin@;’; such that

I:El%l
IEZN[Z\W = (ngUiO\G-
i=1 j=1

From (10), we obtain that

T _ 0O—-T T\—1y. )
BI:ZI- - Q|,_|Z (EZZZ ) U|OVJ.
i=1j=1

By changing to an arbitrary basis %™ and inX ?, we obtain the desired formula.

6.3 Proof of Theorem 5

Here,B1, B2 andp are the best linear predictors ¥fwith X1, X @ andX, respectively. Also, in our isotropic
coordinates, vdl ) = 1, so we will prove the claim in terms of the loss, which implieat statements aboR?.
The following lemma is useful to prove Theorem 5.

Lemma 8. Assumption 2 implies that 1
(1—=A)(By - Ui)? <401

forv € {1, 2}.

10



With this lemma, the proof of our Theorem follows.

Proof of Theorem 5Let Bcca be the weights of the best linear predictor using dijpX (. SinceX () is isotropic,
it follows thatBcca - Ui = B1 - Ui for A; > A, as these directions are includedIy. First, note that since the norm of
a vector is unaltered by a rotation, we have:

1
losgBcca) — 10s9B1) = |[Bcca — Bul5 = ((Beca — Ba) - Ui)?

sinceU is rotation matrix. Hence, we have that:
1
los{Bcca) —losgB1) = ((Bcca — B1) - Ui)?
'—
= ((Bcca — B1) - Ui)?
A <A
= TN e Uiy
A <A !
1 1 5
< — (1 —Ai)((Bcca — B1) - Ui)

1—A.
EA <A

< =
- 1-A

where the first line follows from algebraic manipulationstite square loss. O
The following lemma is useful for proving Lemma 8:
Lemma 9. Assumption 2 implies that
E[(B1 - XD _p,. X(Z))Z] <40
Proof. LetB be the best linear weights usidg = (X®, X @), By Assumption 2

0> E@-X® -Y)P2_EB-X-Y)2
= E@1-X®-B-X+B-X-Y)?—EB-X-Y)
E(B1 - X® — B X)? = 2E[(B1 - XD — B X)(B- X —Y)]

Now the first derivative conditions for the optimal lineaegictorf3 implies that:
EX(B-X~Y)] =0
which implies that:
EB-X(B-X-Y)=0
Ef - XW(B-X-Y) =0

Hence,
E[(By - X® —B-X)(B-X —Y)] =0

A similar argument proves the identical statement¥aor
We have shown that:

E(By - X® — - X)?

1
BB - X® —B-X)2 < 1

IN A
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The triangle inequality states that:

E(B; - x@ _ By - X(Z))Z

1 L1
< BB X®-B-X2+ E(pz-XO@ B -X)?
< (2vi#
which completes the proof. O

Now we prove Lemma 8.

Proof of Lemma 8Let us write[B1]; = B1 - Ui and[B2]i = B2 - Vi. From Lemma 9, we have:
1
40> E (B:- X® _ By - x(Z))Z

C 1 ]
= (IB1]i)* + ([B2]i)* — 2Ai[Ba]i[Bzli

I@ 2 2 2 2 -
= (T =A)([Ba]i)® + (1 = A)([B2]i)” + Ai(([Bali)® + ([B21i)” — 2[BalilB2]i)

N , , L
= (1= A)([Ba]i)” + (1 = Ai)([B2]i)” + Ai([Ba]i — [B2]i)

2 2|:|
> (1= Ai)([Ba]i)” + (1 — Ai)([B2]i)
i—
> (1=A)([Bv]i)?

where the last step holds for eithee=1 orv = 2.

7 Experiments

In this section we report experiments with the methods ssiggleby our theoretical findings — two dimensionality

reduction methods based on auxiliary problems and CCA easely. We are mainly interested in how the two

methods behave under various conditions in comparisonaliighnatives. As pointed out earlier, results in Section 4
apply both to CCA and to AUX. Therefore our experiments ideldboth methods to examine their behavior on real
data, when the idealized assumptions in Section 4 can orggtisfied approximately.

7.1 Tested methods

This section describes implementation of the auxiliaryopgm-based method (abbreviated as AUX), CCA, and the
baseline methods tested for comparison.

7.1.1 Auxiliary problem-based method (AUX)

The auxiliary-problem based method we experiment withasely related to the methods in Ando and Zhang [2005]
(SVD-based ASO) and in Ando and Zhang [2007]. These methedsrgte auxiliary classification problems that
predict some functions of one view (auxiliary labels) basa@nother view, which would reveal predictive structures
when learned on unlabeled data.

In this work, inspired by CCA, we define auxiliary problemsh® regression problems that predict the feature
components of one view directly (instead of setting up dassion problems) based on another view. The rest is
similar to Ando and Zhang [2007]. On the unlabeled data, wainkihe regularized least squares solutions to the
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auxiliary problems and apply SVD to the matrix of the solotdi.e., weight vectors). More precisely, &) (i €

{1, 2}) be a matrix whose columns are the vigéwertions ofn unlabeled data points, and Btbe the dimensionality
of view-i. (That is,X(® ¢ RY9>") We haved, auxiliary problems to predict each of tig feature components of
view-2 based on view-1 features. Regularized least sqtteagsng’ of the auxiliary predictors on the unlabeled aat

leads to the following optimization problems fipr= 1, ..., da:
1 — . 1
argmin 1 w XKD — XDJig,i1]  +k|w|3
gw n i 2,11 2
i1:1

wherek is a regularization parameter aD(q(ll) denotes thé;-th column of X, The analytical solutions are given
by the columns oW @ in the following:

1 (|
WO - xOxO— g T xox@™! (11)

AUX computes several left singular vectors (corresponttirtfpe largest singular values) of this weight maix(®.
Our new feature vectors associated with view-1 are praastof the original view-1 feature vector onto the subspace
spanned by these left singular vectors. The new featurerseassociated with view-2 are obtained by exchanging the
roles of the two views.

To make a contrast with CCA, we note that the left singulataesccomputed in this way are the solutions to the
following eigenproblems:

wOWD S = qu,
woOwe ' — gy,

It is worth norting that for the fixed dimensionality the oibied subspace produces the best approximatioi &
(whose columns are the weight vectors for the auxiliary [@mis), in the sense that their projections onto the subspace
give the least square errors. As a slight extension of AUX can length-normalize the columnsw (@ into unit
vectors before computing SVD. The intuition behind is thhtree auxiliary problems should be regarded as equally
influential in the process of finding the subspace that givedbest approximation. Though this length-normalization
step is optional, it often improves performance, and allekgeriments reported in this paper are done with it.

The number of the singular vectors to retain (or the dimeraity of the subspace) is a parameter. The theoretical
analysis suggests that the optimum dimensionality is thelar of the hidden states, but in practice, the number of
the hidden states is unknown. One way to choose dimensgipisby cross validation on the labeled training data as
in our real-world data experiments discussed later.

Throughout the experiments, LAPACK}was used for linear algebra computation.

7.1.2 CCA

Using the notation above, CCA finds, on the unlabeled datdpveu’s andv’s that maximize:

21

C uXOX@ 'y

f ],

B —  — —
WCKOXOZA 4 kI v vEXOXO 74 £ kI v

wherek is a regularization parameter. The solution to the CCA ojztition problem leads to the following eigen-
problems:

WOW®y = au,
WOWDy = Bv,

1Available at http://sourceforge.net/projects/lapackpp
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which show an interesting similarity and contrast to theeegroblems for AUX above. We compute several eigen-
vectors associated with the largest eigenvalues. Thegdiseisame as AUX. We obtain the new feature vectors by
projecting the original vectors onto the subspaces spamyndt eigenvectors. As in AUX, the number of eigenvectors
retained (or dimensionality of the subspace) is a paranaei@needs to be determined by cross validation.

7.1.3 Baseline methods

For comparison, we also test co-training, naive Bayes EM daimension reduction by PCA.

Co-training Our implementation of co-training follows the original vkoin Balcan and Blum [2005]. The two
classifiers (employing distinct views) are trained withdkdal data. We maintain a pool gfunlabeled data points
by random selection. The classifier proposes labels for dlte oints in this pool. We chooselata points for each
classifier with high confidence while preserving the clastrithiution observed in the initial labeled data, and addthe
to the labeled data. The process is then repeated, and theléissifier is trained using both views. It is generally
known that for co-training to perform well, two assumptioreed to be satisfied: class-conditional independence of
views and view redundancy.

Naive Bayes EM Naive Bayes EM (NB-EM) is a traditional generative framekvéor unsupervised and semi-
supervised learning. Its effectiveness on the tasks sutbxasategorization is well known. Our implementation
follows Nigam et al. [2000]. A high-level summary is as falle. The model parameters (estimate$¢€lass) and

P (f|class) wheref is a feature component) are initialized by the labeled datd, probabilistic labels (soft labels)
are assigned to the unlabeled data points according to tdelmparameters. Using the assigned soft labels, the model
parameters are updated based on the naive Bayes assumpdidheaprocess repeats. Note that the naive Bayes
assumption here is feature component-wise (independéiadielme feature components given classes), which is more
restrictive than the view independence assumption of @iovtrg.

PCA PCA s a traditional dimension reduction technique. We a WD to the unlabeled data after subtracting the
mean and retain several left singular vectors correspagrtdithe largest singular values. The new feature vectors are
obtained by projection onto the subspace.

7.1.4 Base learner

The experiments use regularized least squares as thengaibjective whenever training is done with labeled data —
which includes the supervised baseline, co-training, Aedihal training after deriving new features from unlabeled
data by AUX, CCA, or PCA. More specifically;-givem labeled data point$(xi,yi)} (i = 1,...,n), we find the
weight vectorw that satisfiesw = argminy, 2 =, (w "x{' — yi)2 + A[|[w||3 where is a regularization parameter.
In all the methods but NB-EM, we use the ‘one vs. all’ traingafpeme when there are more than two classes.

7.2 Synthesized data experiments

The first suite of experiments use synthesized data setslar tw investigate the empirical behavior of the methods
under various conditions in relation to our theoretical ifigy.

7.2.1 Data generation

The data sets we synthesize are all labeled for 10-classifitasion and consist of two views, each of which is 2000-
dimensional. We focus oimdicator data set$n which each view has exactly one feature component setéandnile
the other components are set to zero, as is often seen indixtedg., indicating which word is at the current position
by setting one to the corresponding feature component.

The data sets are generated by the following procedure loaseedre-defined feature generation model (probability
distributions):
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e Draw a hidden stath according tcP (state).
e Draw a class according #(class|h).
e For each view, draw an index of feature component that shimeiket to one according B(index|h).

On the data sets generated in this way, class labels anddsatre conditionally uncorrelated (and also independent)
given hidden states as in Assumption 1.

To instantiate the data generation model, the probalsiftigndex|state) are defined as follows. For each state
we define a set of feature component indi€gg(which is analogous to a vocabulary set associated with staté).
Given h, the feature component (of view-1 or view-2) that is to beteebne is chosen frons, with probability
uniformly distributed over the members 8f, (i.e., P (featurej|h) = 1/|Sh| if i € Sp; 0 otherwise). In this simple
model, one can adjust predictability (how easy it is to prethie hidden state from the features) by changing how
much the index setSyp’s overlap with one another. Prediction will be the easiesié index sets are disjoint. States
are mapped to class labels without uncertainty Witlelassj|h) = 1 if i = (h mod 10) or O otherwise.

For each data set, we make three disjoint sets: an unlabeled 200K data points, a test set of 10K data points,
and a labeled training set of 90K data points from which wesiamounts of labeled data are drawn. Labeled data are
drawn so that there is at least one positive example for estasg but randomly otherwise.

7.2.2 Parameter setting

In the synthesized data experiments, regularization petenmfor both supervised learningit (7.1.4)) and unsuper-
vised learningK in (11)) when applicable are fixed to 0.0001. The dimensiontdr AUX and CCA is set to the one
which the theoretical analysis suggests (i.e., the numblgidden states).

For the baseline methods, we show the performance es$giigtheir best configuration to show their potential
irrespective of parameter selection methods. That is, @& Rve show the performance at the best dimensionality
chosen from{10, 20, ..., 200}. For NB-EM and co-training, the best performance amondghalliterations is shown.
(In theory, NB-EM should be iterated until convergence, éupirically, an early stop often improves performance
significantly.) Based on preliminary experiments, the mipé and increment size for co-trainirggnds in Section
7.1.3) were fixed to 10000 and 500, respecitvely.

7.2.3 Results on synthesized data

For each configuration, we perform 10 runs (five runs on eadwofdata sets generated by the same model with
different random seeds) and report the average and staddaiation (vertical bars in the figures) of classification
accuracy.

The first type of data set (‘easy’ data sets) was generatebatall the feature components are conditionally
independent given classes, and that the optimum prediotpioging one view only (as well as the one with both
views) would achieve 100% classification accuracy. Thetesids satisfy the assumptions of NB-EM and co-training.
Data generation was done by making the index Sgts all disjoint and of the same size. The results in Figure 2
(a) shows that on the ‘easy’ data sets, all the semi-suptvizethods perform well compared with the supervised
baseline. (NB-EM slightly underperforms others, but witbrenlabeled data, it also achieves 100%.)

The next type of data set was generated to test the methodsmendifficult data sets. On these ‘harder’ data sets,
the class-conditional independence assumptions for NBaBtco-training no longer hold; also, some of the feature
components are not predictive. To violate the class-indépece assumption, the data sets were generated from 100
hidden states (larger than the number of classes), and tdegarirrelevant features, we let the index s&ts overlap
with each other so that 30 indices are shared by all. Noteatttadugh the class-conditional independence no longer
holds, the views are still conditionally independent gitle& hidden states.

Figure 2 (c) shows that on the ‘harder’ data sets, AUX and C@Aoke performances are almost identical)
outperform the others. The broken line labeled as “optimteptesents an approximation of the optimum predictor’s
performance, obtained by training a supervised classifittr avvery large amount of labeled data. AUX and CCA
come very close to the optimum performance with 500 labe&td doints and reach the optimum with 1000 labeled
data points; by contrast, the supervised performancelisabtut 10% below the optimum performance even with
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Figure 2: (a) ‘Easy’ data sets; 20 labeled examples. (b) AbX dimensionality on ‘harder data sets (#hidden
states=100); 500 labeled examples. (c) ‘Harder’ data §&}Yd/\ith non-redundant views. In (c) and (d), the lines for
AUX and CCA are overlapping.

10000 labeled data points. The results demonstrate thé ofielimension reduction by AUX and CCA. Moreover, it
shows that the optimum performance can be achieved wittettigced dimensionality when trained with a sufficient
amount of labeled data; thus, we observe that, as is theallgtpredicted, dimension reduction by AUX and CCA
with appropriate dimensionality do not lose anything regdifor prediction.

Next experiments use data sets with non-redundant viewishwiblate one of the co-training assumptions. The
data sets were generated similarly to one of the settingsdofAnd Zhang [2007] so that both views are required in
order to discriminate all the 10 classes; i.e., view-1 cdy discriminate five super classes (class1&2, ..., 9&104, an
view-2 can only discriminate five super classes of other doatlons (class1&6, ..., 5&10). With both views, 100%
accuracy could be achieved, but using one view alone wouliee 50% accuracy at best. Data generation was done
by making pairs of the states corresponding to the same sigsey (but a different class) and letting each state pair
share the associated index set.

Figure 2 (d) presents performance results on the data s#ishan-redundant views. Not surprisingly, these
data sets are particularly hard for co-training. AUX and C@gain whose performance is almost identical with each
other’s) outperform the others. They reach the optimumiptexds performance (100%) with 1000 labeled data points
while the supervised baseline requires 10000 labeled aétdsto reach 100%.

Figure 2 (b) shows AUX'’s performance dependency on the déwaality when 500 labeled examples are used on
the ‘harder’ data sets (used in (c)). The results indicadettie best performance is achieved when the dimensionality
is the number of hidden states (100), which matches our ¢tieal prediction. The same phenomena are observed
also with CCA, on other synthesized data sets, and with varfanounts of labeled data.

7.3 Real-world data experiments

The purpose of this section is to study practical meritskel@sof the methods on real-world tasks in realistic sgin
where parameters such as dimensionality are chosen bagpdssibly very small amounts) of labeled data.
We first present experiments on two benchmarking data smts @hapelle et al. [2006], SecStr and BCI, which
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were found to be particularly difficult for the semi-supeed systems that participated in benchmarking. The results
show that on these two data sets our methods achieve higfierpance than previous systems. We also report exper-
iments on news headline classification and investigateopednce dependency on the factors such as regularization
and amounts of labeled and unlabeled data.

7.3.1 Implementation details

For all the methods except for NB-EM, feature vectors argtlemormalized so that the portion corresponding to each
view becomes a unit vector. The purpose is to harrow downrathge of suitable regularization parameters, since from
the synthesized data experiments, we know that 0.0001 ig algbt for the feature vectors of this scale. Consequently
we fix the regularization parameter for learning from unletielata k in (11)) to 0.0001 unless otherwise specified.

For all the dimension reduction methods (AUX, CCA, and PGApursue the best practical performance, the final
training (with labeled data) uses the concatenation of tlggnal feature vector (after length-normalization abpaed
the new feature vector (projection onto the subspace dkfreen unlabeled data). The new feature vectors are also
length-normalized into unit vectors to avoid being “wipeat’oby the original feature vectors. Doing so typically
improves performance over the settings that use the newngsmtly. Scaling of the new vectors would be particularly
important when dimensionality is aggressively reducesl,(from very high to very low, which would cause a large
gap in the magnitudes of the original and new feature vegtors

Throughout the real-world experiments, the dimensiopdtt AUX, CCA, and PCA is determined by 5-fold
cross validation using the labeled data in each run. Wheer gtarameters (e.g., the regularization parameter) also
need to be determined by cross validation, we perform twp-stoss validation in order to reduce the amounts
of computation. In the first step, we only evaluate a few gettdimensionality candidates (e.§10, 20, ..., 50}
instead 0f{10, 11, ..., 50}) by cross validation while evaluating all the candidatesfber parameters. In the second
step, we fix the parameters other than dimensionality toetindsich performed the best in the first step, and evaluate
all the dimensionality candidates (e.g10, 11,...,50}) to choose dimensionality.

7.3.2 On the benchmark data sets SecStr and BCI

In Chapelle et al. [2006], a number of semi-supervised systeere tested on several benchmark dat& sétsong
them, we chose two data sets, SecStr and BCI, because thesgatavsets were found to be particularly difficult for
the systems participating in benchmarking. We used theigedvtraining/test splits (ten for SecStr and twelve for
BCI) and the provided feature vectors with length normaiiwamentioned above. Since the original benchmarking
was designed to be in transductive learning settings {gst data is available at the time of training), our expentae
were also done in transductive learning settings — usinp@ltiata points as unlabeled data points.

SecStr (second structures of amino acids) The task associated with the SecStr data set is “to predicebondary
structure of a given amino acid in a protein based on a segueimtow centered around that amino acid” according
to Chapelle et al. [2006]. The main purpose of this data s#taroriginal benchmarking event was to test on a large-
scale application. The data set consists of 84K data paifitghich either 100 or 1000 data points are used as labeled
examples while the rest serves as test data. In additiol)KL2@tra unlabeled data points are provided, but none of
the benchmarking participants used them.

The provided feature vectors are 315-dimensional, whiphesent 15 categorical attributes whose values range
over 21 categories. We divide the provided features intowiews as follows:

e View-1: corresponding to the first seven attributes. 14 7edigions.
e View-2: corresponding to the last eight attributes. 168efisions.

In all the configurations for AUX and CCA in Figure 3, dimensadity was chosen frorfi10, 11, ..., 50} by cross
validation. In “AUX (RLS)” and “CCA (RLS)", the final trainig does regularized least squares with the regularized
parameter chosen frofi).1, 0.05, ..., 0.0001} by cross validation.

2Downloadable at http://www.kyb.tuebingen.mpg.de/sshb
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#labeled=100 #labeled=1000
#unlab=84K | #unlab=1.3M| #unlab=84K| #unlab=1.3M
SVM (supervised) 55.41 66.29
Cluster Kernel 57.05 65.97
QC randsub (CMN) 57.68 59.16
Chapelle et al. [2006] QC smartonly (CMN) 57.86 No Attempt 59.29 No Attempt
QC smartsub (CMN) 57.75 59.16
Laplacian RLS (57.41) (65.83)
Laplacian SVM (56.58) (66.04)
NB (supervised) 57.12 66.47
MaxEnt (supervised) 56.74 65.43
Mann and McCallum [2007] NB EM 57.34 57.60
MaxEnt+Ent.Min. 54.45 No Attempt 58.28 No Attempt
MaxEnt+XR (58.51) (65.44)
Loeff et al. [2008] Tree-ManifoldBoost 57.30 56.72 66.57 66.58
Supervised RLS 57.26 65.97
AUX (RLS) 58.45 60.88 67.78 68.84
Our experiments CCA (RLS) 58.42 61.25 68.03 68.95
Supervised Logistic 56.45 65.94
AUX (Logistic) 58.56 61.84 67.54 69.11
CCA (Logistic) 59.77 61.45 68.01 69.01

Figure 3: Accuracy (%) on SecStr. The best performance ih ealumn is highlighted. Parentheses indicate use of
the label information of the test data, e.g., MaxEnt+XR ubed'true label priors” to simulate user input.

“AUX (Logistic)” and “CCA (Logistic)” minimizes the logist loss with regularization by stochastic gradient
descent (SGD) in the final training (logistic losdig1 + exp(—py)) wherep andy € {+1, —1} are prediction and
target values, respectively). The motivation for the ltgisonfigurations is to demonstrate that the final trainifigra
learning from unlabeled data through AUX or CCA could usegsally any loss function with any training algorithm
for linear predictors. The regularization parameter ferldgistic configurations was fixed to 0.0001, and instead the
number of SGD iterations was adjusted by choosing f{@ 30, 40, 50, 100, 200, 300} by cross validation (using
the fact that early stop with SGD has a regularization efisthown in Zhang [2004]).

As shown in Figure 3, both AUX and CCA improve performancerdkie corresponding supervised baseline. We
also note that use of additional unlabeled data appreciatgyoves performance in all the settings.

The first rows of Figure 3 show Chapelle et al. [2006]'s benatkimg results using cluster kernels and graph-based
learning methods such as Laplacian SVM. Essentially, thesthods modify/improve kernels using unlabeled data
based on certain assumptions (e.g., Laplacian-based dsetissume that output values associated with nodes change
smoothly over the graph). The results for Laplacian metHodsnbers in parentheses) are potential performance
obtained by selecting the best model based on the perfoenamdest data. Chapelle et al. [2006] suggests that
the relatively poor performance of the participating sgsanight be because only relatively simple strategies were
feasible given the relatively large size of the unlabeldadeen though participants only used the smaller unlabeled
set (84K).

Mann and McCallum [2007] proposed Expectation RegulaonatXR) which performs regularization so that
predictions on unlabeled data match certain expectatioenas input from the user. In their experiments, the
expectations were given in the form of “the true label pri@stimated from the data including the test data, which
simulated the application setting where the user posséssdésowledge of true priors. In their results, XR is shown
to be effective with 100 labeled examples, but it appearsate falmost no merit over the supervised baseline when
1000 labeled examples were used. They did not use the extabealed data points.

Loeff et al. [2008] used the extra unlabeled data of SecSthéir experiments with Tree-ManifoldBoost and
reported that, however, the use of additional unlabelea @dher degraded performance (with 100 labeled examples)
or produced a very small improvement (0.01% with 1000 lathebamples).

In comparison with the previous results, AUX and CCA show sonerits in their ability to efficiently make use of
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#labeled=10 #labeled=100
SVM (supervised) 50.15 - 65.69 -
1-NN (supervised) 51.26 - 55.17 -
LP w/Quadratic Criterion wW/CMN | 49.64 53.78
Maximum Variance Unfolding+1-NN 49.76  (-1.50) | 52.58 (-2.59)
Data-Dependent Regularization | 49.79 52.53
LapEig + 1-NN 50.06 (-1.20)| 51.36 (-3.81)
Spectral Graph Transducer 50.41 54.97
Chapelle et al. [2006] Discrete Regularization 50.49 52.33
Low-Density Separation 50.73 56.03
PCA + 1-NN 50.83 (-0.43)| 51.42 (-3.75)
Isomap + 1-NN 51.00 (-0.26)| 51.33 (-3.84)
Laplacian RLS 51.03 68.64
Cluster Kernel 51.09 64.83
Locally Linear Embedding + 1-NN | 52.05 (+0.79)| 52.11 (-3.06)
Conditional Harmonic Mixing 53.10 63.97
Supervised (RLS) 52.71 - 70.17 -
AUX (RLS) 54.49 (+1.78)| 70.58 (+0.41)
CCA (RLS) 5453 (+1.82) | 70.42 (+0.25)
Our experiments Supervised (Logistic) 52.67 - 64.11 -
AUX (Logistic) 53.29 (+0.62)| 68.78 (+4.67)
CCA (Logistic) 53.48 (+0.81)| 69.08 (+4.97)

Figure 4: Accuracy (%) on BCI. Numbers in parentheses aferdifices from supervised performance, when known,
of the underlying training algorithms.

and actually benefit from relatively large amounts of unleelata. Furthermore, to our knowledge, our performance
results are the highest among all the results obtained erl#ta set so far.

BCI (brain computer interface) The task associated with the BCI data set is to predict whétieehuman subject
imagined movements with the left hand or the right hand. T0dhata points of 117-dimensional real-valued features
are provided. We generate two views by dividing the 117 dsiwrs into the first 58 dimensions and the last 59
dimensions. Our configurations of AUX and CCA are exactlyghme as those in the SecStr experiments.

We anticipated some difficulty for AUX or CCA to perform welh®BCl, because the BCI data set is very small
(only 400 data points) whereas our methods would benefit feoge amounts of unlabeled data, and because the
dimensionality of BCI is already low (117-dimensions) wées the merits of the methods come from dimensionality
reduction from high to low. The results in Figure 4, howewow that both AUX and CCA improve performance
over the corresponding supervised baseline (either RLS®gistic) even though performance gains are small except
for the logistic configurations with 100 labeled examplésiappened that regularized least squares work partigularl
well on this data set (especially with 100 labeled examplglsich may look surprising but seems to be consistent with
the relatively high performance of Laplacian RLS in Chapell al. [2006]'s results. To our knowledge, our results
obtained by AUX and CCA are the best results on this data set.

Comparison with performance at the optimum dimensionality Our performance results in Figures 3 and 4 are
obtained by choosing dimensionality by cross validationttoa labeled data (in small amounts in most cases), to
evaluate performance in practical application settingse (dteresting question would be how far our performance is
from the potential performance at the optimum dimensidyailn other words, how much are we losing during the
cross validation for choosing dimensionality? In Figurevg,show the differences between the realistic performance
(from Figures 3 and 4) and the potential performance thalddoe obtained if we knew the optimum dimensionality
by oracle. The results show that dimensionality selectimseld on small amounts of labeled data (only 10 or 100) is
indeed difficult, losing to the oracle potential performaiy 0.96% (SecStr) to 1.95% (BCI) on average. However, it
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SecStr BCI
#lab=100 #lab=1000 | #lab=10 | #lab=100
AUX (RLS) 1.24 1.04| 0.29 0.50 2.12 1.53
CCA (RLS) 0.63 0.91| 0.21 0.39 1.52 2.17
AUX (Logistic) | 1.14 0.76| 0.38 0.35 2.35 2.00
CCA (Logistic) | 0.94 1.12| 0.35 0.34 1.82 1.97
Average 0.99 0.96| 0.31 0.39 1.95 1.92

Figure 5: Differences between potential performance ab#s dimensionality and realistic performance (choosing
dim. by cross validation; reported in Figures 3 and 4) on 8en®l BCI. The two numbers in SecStr columns are for
the configurations w/o and w/extra unlabeled data, respyti

is also encouraging to see that with a larger number of labetamples (1000 on SecStr), the differences become as
small as 0.31% on average.

7.3.3 News headline classification

Text categorization is one of the tasks on which semi-supetMearning is especially attractive, given the avalitgbi

of large amounts of unannotated text data. Ando and Zhar@p]2tas shown on text categorization the effectiveness
of the method closely related to AUX and CCA, and in this pawerexperiment with a slightly harder variation, news
headline classification, which assigns topic codes tolastizased on one-sentence headlines instead of wholearticl

Data and feature generation We use Reuters Corpus Volume 1 (RCV1), which is distribtitsd NIST without
charge. It contains over 800K news articles in English in e-gear period which are labeled with several category
schemes including the topic codes. We only use the headlimesexts enclosed with the headline tags) and the topic
codes and remove the rest of the articles.

From RCV1, we generate three disjoint sets:

e Test set: 40K data points from the August 1997 articles (thsetmrecent portions of the corpus),
e Labeled training set: 60K data points, and
e Unlabeled training set: 700K data points.

The labeled and unlabeled training sets were generatechpmnaly drawing from the articles before August 1997.

The corpus is labeled with 103 non-disjoint topic codes,clvtdan be treated as 103 binary classification tasks.
We choose to experiment with the five topic codes shown inreiguo conduct the experiments in some depth in a
reasonable amount of time. The topic codes were chosen sta#tka with various difficulty levels can be observed
(rank-1, 10, 20, 30, and 40 according to the supervised pagoce with 10K labeled examples). Figure 6 also shows
example headlines and the proportions of the positive (gtass) examples, which indicate that the class distiGinsti
are fairly skewed.

Feature vectors were generated as in typical text categmnizusing the “bag-of-words” approach with removal
of common stopwords. Rare words that occur in fewer than 2@llirees in the data excluding the test set were also
removed. Numerical symbols and special symbols were rethamd all the upper-case letters were converted to
lower-case letters. This resulted in 11393-dimensiorsailifie vectors with 5 non-zero components on average — high
dimensional and sparse feature vectors. We divided the3ldiB®ensions into two views randomly.

Parameter selection In the news headline experiments, the final training peréatmegularized least squares with
the regularization parameter simply fixed to 0.0001. Thaimg algorithm was SGD. (Since the feature vectors
are high-dimensional, SGD is more efficient than solvinglthear systems directly.) For the dimension reduction
methods (AUX, CCA, and PCA), we chose dimensionality froif, 15, . .., 200} by cross validation.

3hitp://trec.nist.gov/data/reuters/reuters.html
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Ref. | Topic | Supervised Proportion Headline
No. | codes | performance of positives examples

1 GSPO| 0.934 (rank#1) 4.38% “Tennis-results at Toshiba Classic.”
M143 | 0.772 (rank#10)| 2.72% “Singapore bunkers steady, cargo levels scrutinised.”
E212 | 0.663 (rank#20) 3.40% “Japan MOF plans to auction 2-year notes on Friday.”
C181 | 0.575 (rank#30)| 5.38% “Perwaja rescuers given six months to provide plar).”
GDIP | 0.465 (rank#40)| 4.68% “China says hopeful on global nuclear test ban.”

a b wnN

Figure 6: Topic codes used in the RCV1 headline classifinaigeriments.

For NB-EM and co-training we chose the number of iteratiopsioss validation. Based on preliminary exper-
iments, the pool size and increment for co-training weret@e&00,000 and 1,000, respectively. Given the size of
unlabeled data set (700K data points) and the total numbeurs, it turned out to be too expensive to iterate co-
training until the unlabeled data is exhausted. Since tihfpeance peak was always observed within 50 iterations
in the preliminary experiments, we chose to limit the nuniddero-training iterations to 50 at maximum.

Comparison with baseline methods In Figure 7 we show the performance results in relation torthmber of
labeled examples. The evaluation metric is Bfr¢(p + r) wherep is precision and is recall). The plots are
averages of 10 runs, each of which randomly draws the desigmamber of labeled examples from the labeled set.
As in the previous experiments, the regularization paranfetr learning from unlabeled dat&)(was simply fixed

to 0.0001. The only exception was Topic#4, for whictwas chosen by cross validation; wikhfixed to 0.0001,
AUX and CCA still produced some improvements over the supetvbaseline but with only small margins. Higher
performance could be obtained by letting cross validatiowosek on the other topic codes as well, but for simplicity
we did not attempt that. The study of performance dependem&ywill be provided below.

AUX and CCA generally improve performance over the supexvibaseline and outperform the other semi-
supervised methods in most cases. NB-EM shows improverngatsghe supervised baseline sometimes with large
margins (e.g., Topic#1), which is consistent with previgtiglies that reported its effectiveness on text categoriza
tion. However, on Topic#4, NB-EM underperforms the supsstlibaseline, which is presumably because the extent
of violation of class-independence assumption is too sewarthis topic code. PCA performs well on some topic
codes, but it underperforms the supervised baseline orc#BpBY contrast, AUX and CCA show a merit in relatively
consistently improving performance over the supervisesg:lrde, sometimes with a large margin.

partial-AUX  For very high-dimensional data, computing AUX or CCA coulel omputationally challenging.
“Partial-AUX” is an attempt to reduce computation by renmayill but several useful auxiliary problems. Recall
that computation of AUX involves the SVD of a matrix whoseuwohs are the weight vectors (least squares solutions)
for the auxiliary problems. Since in full AUX, we set the dliadly problems to be predictions of the all the feature
components (one problem per one component), the dimensibie aveight matrix isd; x d, (ord; x d;) whered;

is the dimensionality of view- If we only selectm auxiliary problems, it instead requires the computatio8@D of

di x m matrix, which would greatly save computational cosniis small.

“AUX-1K” in Figure 8 is partial-AUX that uses only 1K auxilig problems (instead of all 5K) leaving all but the
problems whose target feature components (to be predicted)the largest square sums — hamely, those correspond-
ing to frequent words which are most influential in the mat@mputation. On the tasks tested (including two others
not shown in the figure), AUX-1K performs reasonably well.

Since auxiliary problems can be approximately solved by S@ihout computingXX “directly, partial-AUX
can be applied to very high-dimensional data. But seleationseful auxiliary problems may require task-specific
knowledge. For example, the named entity recognition experts in Ando and Zhang [2005] used a methodology
equivalent to partial-AUX, based on task-specific knowkdghere, for each auxiliary problem type (e.g., to predict
the previous word from the current and the next words), tlcerdd be as many auxiliary problems as the size of
vocabulary (hundreds of thousands). Since it was infeagiblcompute them all, 1000 problems were chosen by
preferring the problems which are likely to be related to adrmntity recognition (based on part-of-speech infornmatio
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F1

Figure 7: News headline categorization results in relatoie number of labeled examples. The entire unlabeled set
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Figure 8: Partial-AUX results on news headline classifagtiAUX-1K only uses 1000 selected auxiliary problems.
The entire unlabeled set is used. Average of 10 runs.
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Figure 9: Performance dependencytoim relation to amounts of unlabeled data. Tjhexis is F1; news headline
classification; # of labeled examples is 1000; average otih®.r

and word frequencies). The performance results in Ando dmehg [2005] have shown the effectiveness of the
method.

Regularization for learning from unlabeled data In the experiments presented so far (including both syitbds
data and real-world data experiments), the regularizgiemameter for learning from unlabeled (hereafigrwas
basically set to 0.0001 based on the fact that the value istappropriate generally in the supervised learning sgttin
on the length-normalized feature vectors. Figure 9 showp#iformance dependency rrin relation to the size of
unlabeled data, where the solid lines represent the ssttirag use the entire unlabeled set (700K data points), and
the dotted lines represent the settings that only use a sobee unlabeled set (20K data points). In the results, we
observe that the importance of regularization is more pnemt (requiring a largex) when the amount of unlabeled
datais relatively small. Recall that in theory we considgreetations such &/ X X ', -but in practice the expectations
need to be approximated from the statistics on the unlalggltad The results in Figure 9 are consistent with a general
anticipation that regularization would be useful for comgeging for poor estimates caused by small size of samples.

Amounts of unlabeled data In Figure 10, performance dependency on the amounts of eleldlata is shown.
Since we have learned from the previous experiments (Figutkat performance dependency knis particularly
large on small amounts of unlabeled data, here we chdsgcross validation. The results indicate that AUX and
CCA benefit from more and more unlabeled data, and that tleeiopnance would probably be further improved if
we had more unlabeled data.
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Figure 10: Performance dependency on amounts of unlabated @ihey-axis is F1; news headline classification; #
of labeled examples is 100R;was chosen by cross validation; average of 10 runs.

7.4 Discussion

We have presented experiments using synthesized data @rdaed data. The synthesized data experiments con-
firmed that our methods of dimensionality reduction do nsélanything required for prediction, and that the best per-
formance is obtained when the dimensionality is set to theber of hidden states. The real-world data experiments,
where parameters such as dimensionality were chosen by eatidation as in practical applications, demonstrated
that our methods can benefit from unlabeled data even whem otathods fail. In particular, on the benchmarking
data sets, Secstr and BCI, we reported performance higheramumber of previous systems. On the news head-
line classification task, our methods generally outpertatrihe baseline methods tested. A strength of the methods
comes from the fact that they are based on fewer/weaker ggguns than traditional methods such as co-training and
NB-EM.

The computation of AUX and CCA involves expected values sty X WX @ ", Which, in practice, need to be
estimated from unlabeled data. In the ideal setting wheradsumptions of Section 4 are completely satisfied and the
amounts of unlabeled data are large enough to produce ae@stimates, AUX and CCA would produce the same
results. This is in fact what we observed on the synthesizta experiments. However, AUX and CCA produced
distinct results on all the real-world data sets we expemie@ with. The indication is that either the amount of
unlabeled data available to us are not large enough or thengs®n in Section 4 do not accurately hold. Therefore,
in practice, the two methods should be considered as twomptio choose from depending on the specific task
and the data at hand. One may also note that results in Séctpply only to CCA but not to AUX. This means
these methods can be different under different assumptliongll therefore be interesting to further characterihe t
difference between AUX and CCA theoretically.

The computational cost using either AUX or CCA is linear ie tiumber of unlabeled data examples; therefore,
compared with graph kernel learning methdos which are quidithe methods are suitable for (and clearly benefit
from, as mentioned above) being used with large amountdaldd data. The computational bottleneck is the linear
algebraic operations af; x d; matrices wherel; is the dimensionality of view; which makes it difficult to apply
them to very high-dimensional data. To overcome this problge showed that partial-AUX (that only uses a subset
of auxiliary problems and therefore can be applied to veghtdimensional data) could perform as well as full AUX,
though selection of appropriate auxiliary problems mayiegtask-specific knowledge. Similar ideas can also be
applied to the computation of CCA basis.
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